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Abstract

This research explores the integration of Large Language Models (LLMs)
with domain-specific datasets, focusing on optimizing model training in cen-
tralized environments. Using the T'Spec-LLM dataset, a collection of telecom-
munications standards documentation, we developed a modular preprocess-
ing pipeline to clean and structure the data. We fine-tuned pre-trained T5
models for domain-specific question answering and compared their perfor-
mance against retrieval-augmented generation (RAG) approaches. Eval-
uation metrics, including BLEU and cosine similarity, demonstrated that
while RAG excels in knowledge-intensive tasks, fine-tuned models provide
efficient solutions for tasks with well-defined datasets. This study high-
lights the potential of centralized LLM systems for advancing domain-specific
AT applications in telecommunications, leveraging methodologies from prior
works.
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1 Introduction

1.1 Background

The advent of large-scale language models (LLMs), such as T5 and GPT,
has transformed natural language processing (NLP), enabling breakthroughs
in tasks like summarization, question answering, and text generation(Wolf
et al., 2020; T. Brown, Mann, Ryder, et al., 2020). However, these advance-
ments bring challenges, particularly in adapting these models to domain-
specific contexts and handling computational demands(Raffel et al., 2023).
The centralized training of LLMs using domain-specific datasets provides
opportunities to tailor these models for specialized tasks while benefiting
from established computational efficiencies. The TSpec-LLM dataset, de-
rived from the 3rd Generation Partnership Project (3GPP) standards, offers
structured information critical to telecommunications. Previous studies have
demonstrated that pre-trained models can be fine-tuned for specific tasks to
achieve superior performance, but integrating structured domain datasets re-
mains an underexplored area(Nikbakht, Benzaghta, and Geraci, [2024]).

1.2 Problem Statement

Large Language Models require extensive preprocessing and adaptation to
align with domain-specific requirements. The challenge lies in transform-
ing raw, structured datasets like TSpec-LLM into formats suitable for fine-
tuning while maintaining data integrity. Additionally, optimizing retrieval-
augmented generation (RAG) techniques to complement fine-tuned models in
centralized training environments presents computational and methodologi-
cal challenges(Izacard and Grave, [2021; Guu, Lee, Tung, et al., [2020). This
study addresses these issues by designing a robust preprocessing pipeline
and evaluating centralized training techniques for enhancing model perfor-
mance.

1.3 Objectives

The primary objectives of this research are:

1. To develop a modular preprocessing pipeline for the TSpec-LLM dataset,
focusing on extracting and structuring telecommunications-specific con-
tent.



2. To fine-tune pre-trained T5 models for question answering tasks, en-
suring alignment with domain-specific data.

3. To evaluate the effectiveness of retrieval-augmented generation (RAG)
approaches and fine-tuned models using metrics such as BLEU and
cosine similarity.

4. To analyze the trade-offs between fine-tuned and RAG approaches in
centralized training environments.

5. To provide insights into the potential application of centralized LLM
systems in the telecommunications industry.

2 Theoretical Background

The development of Large Language Models has been driven by innovations
in transfer learning and pre-training techniques. The T5 model exemplifies
how pre-training on diverse datasets enables adaptability to a wide range
of NLP tasks(Raffel et al., 2023). Retrieval-Augmented Generation (RAG)
combines retrieval systems with generative models to enhance performance
in knowledge-intensive tasks(Lewis, Perez, Piktus, et al., 2020)). In parallel,
the structured and domain-specific nature of datasets like TSpec-LLM has
highlighted the importance of modular preprocessing to improve the compati-
bility of such data with LLM architectures(Nikbakht, Benzaghta, and Geraci,
2024)). This study synthesizes these approaches by implementing centralized
training pipelines that integrate fine-tuning and RAG methodologies. Unlike
prior works focused on open-domain applications, our approach emphasizes
domain-specific optimization, leveraging the inherent structure and seman-
tics of telecommunications datasets.

3 Methodology

3.1 Software Management

For this project, we adopted the Agile Development methodology to en-
sure a flexible, iterative and collaborative approach to software development.
Agile was chosen for its adaptability to changing requirements and its fo-



cus on delivering incremental improvements.(Al-Saqqa, Sawalha, and Abdel-
Nabi, 2020)

3.1.1 Agile Development Methodology

The project was divided into multiple sprints, each sprint focusing on a sub-
set of tasks or deliverables. At the end of each sprint, deliverables were
reviewed, and feedback was incorporated into subsequent sprints, enabling
continuous improvement.

The larger tasks were broken into smaller manageable pieces to facilitate
progress tracking and accountability. This division ensured that team mem-
bers could focus on specific goals within a sprint while contributing to overall
project objectives(Al-Saqqa, Sawalha, and Abdel-Nabi, 2020).

Weekly stand-ups were conducted to review progress and identify and resolve
roadblocks.

3.1.2 Trello

To facilitate task assignment, tracking, and collaboration, Trello, a task man-
agement tool, was extensively used(Sravan et al., [2024]).

Board Structure The Trello board was divided into columns representing
different stages of the progress of the task:

e Sprints: Tasks and expectations for the results of each sprint.
e To Do: Newly created tasks or items in the backlog.
e In Progress: Tasks actively being worked on.

e Done: Finished tasks.

Task Allocation

e Each task card included a detailed description, deadline, and priority
level.

e Team members were assigned tasks directly in Trello, ensuring clear
responsibilities.



Process Tracking

e The visual nature of Trello enabled quick overviews of task status and
project progress.

e Burndown charts and activity logs were periodically reviewed to ensure
timely delivery.

The Agile methodology, supported by Trello, was instrumental in keeping
the project organized and ensuring that the deliverables met both functional
and quality expectations within the given timeline. This approach fostered a
collaborative environment and allowed for the successful execution of complex
tasks(Naik, Jenkins, and Newell, [2020)).

3.2 Data Preprocessing
3.2.1 Analysis

The TSpec-LLM dataset includes Markdown (.md) and DOCX (.docx) files,
but we focused on Markdown files for preprocessing due to their structured
format, ease of parsing, and compatibility with modern text processing tools.
Markdown files allow direct access to textual and tabular data without re-
quiring complex decoding, making them ideal for efficient processing.

Our preprocessing strategy included selecting relevant content by extracting
sections from ”Foreword” to ” Change History.” This decision was based on a
manual review of the dataset, which indicated that these sections contained
the most relevant telecommunications standards and technical descriptions.
Excluding headers, footers, and glossary sections helped minimize noise and
focus on high-quality content.

3.2.2 Technologies and Tools

To preprocess the TSpec-LLM dataset, we employed a modular combination
of libraries, each selected for its ability to handle specific aspects of the
dataset effectively.

BeautifulSoup

e What it is: A Python library for parsing and navigating HTML and
XML documents.(L. Richardson, [2020)



e Key Features:
— HTML parsing for content extraction and cleanup.

— Tag manipulation to remove images, hyperlinks, and other un-
wanted elements.

— Seamless integration with pandas for structured table handling.
e Why it was chosen:

— Precision: Allowed targeting of specific HTML elements, ensuring
accurate extraction of relevant content.

— Flexibility: Enabled removal of noise while retaining meaningful
data, such as tables.

Pandas

e What it is: A Python library for data manipulation and analysis.(The
pandas development team, 2024])

e Key Features:

— Provides a powerful DatakFrame structure for handling tabular
data.

— Parses HTTML tables and converts them into structured DataFrame
objects for analysis.

— Easily integrates with other tools for streamlined preprocessing.
¢ Why it was chosen:

— Scalability: Handled large-scale tabular data extracted from Mark-
down files.

— Data integrity: Ensured tables retained their structure, ready for
downstream machine learning tasks.
Python-Markdown

e What it is: A Python library that converts Markdown text into
HTML.(John Gruber, 2022)



e Key Features:

— Markdown-to-HTML conversion for easier manipulation.

— Compatibility with HTML parsing libraries like BeautifulSoup.
e Why it was chosen:

— Efficiency: Simplified the processing of Markdown files by enabling
seamless transformation to HTML format.

— Adaptability: Facilitated content extraction and cleanup for vari-
ous sections of the dataset.

Html2text

e What it is: A Python library that converts HTML content back to
Markdown.(Aaron Swartz and Contributors, 2023)

e Key Features:
— Strips HTML tags while preserving the text structure.
— Customizable handling of links, images, and tables.

e Why it was chosen:

— Consistency: Maintained uniformity across the dataset by return-
ing cleaned content to Markdown format.

— Usability: Ensured the cleaned dataset was ready for downstream
tasks, such as embedding generation.

3.2.3 Justification for Tool Selection

These libraries were selected for their ability to efficiently handle large-scale
datasets like TSpec-LLM, each contributing uniquely to the pipeline. The
modular design ensured scalability, flexibility, and reproducibility, meeting
the project’s data quality requirements. By leveraging these tools, the pre-
processing pipeline successfully prepared the dataset for machine learning
tasks, ensuring structured and noise-free content.



3.3 Model Training
3.3.1 Technologies and Libraries

Transformers Library The Hugging Face transformers library provided
the foundation for implementing and managing the flan-t5-base model.

What is the Transformers Library?

e The library is an open-source NLP framework that offers pre-trained
models, tokenizers, and utilities for tasks like text generation, classifi-
cation, and translation(Wolf et al., 2020).

Key Features

e Pre-trained Model Access: Provides seamless integration with thou-
sands of pre-trained models, including flan-t5-base.

e Extensibility: Facilitates customization, such as adding fine-tuning
heads or adjusting training parameters.

e Ease of Use: User-friendly APIs simplify complex processes like tok-
enization, gradient checkpointing, and distributed training.

Why Transformers?

e Model Compatibility: The library supports the flan-t5-base model,
aligning with the project’s architecture requirements.

e Efficiency: Its optimized implementations reduce development time
and computational overhead.

e Community and Documentation: Extensive resources and active
community support accelerated troubleshooting and learning.

PyTorch PyTorch served as the core framework for implementing and
training the model.

What is PyTorch?

e PyTorch is an open-source machine learning framework widely used
for developing deep learning models. It offers flexibility and dynamic
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computational graphs(Paszke et al., [2019)).
Key Features

e Dynamic Computation Graphs: Enables real-time graph construc-
tion, offering flexibility during model development.

e GPU Acceleration: Provides seamless integration with CUDA, en-
suring efficient computation on GPUs.

e Extensive Support for Customization: Allows the development of
custom architectures, such as the fine-tuning head used in this project.

Why PyTorch?

e Flexibility: Allowed the addition of a custom fine-tuning head to the
frozen model.

e Performance: Optimized GPU computations reduced training time,
critical for resource constraints.

e Industry Adoption: PyTorch is widely used in both research and
industry, ensuring scalability and robustness.

T5Tokenizer The T5Tokenizer was used to preprocess textual data for
the flan-t5-base model.

What is the ThTokenizer?

e A tokenizer specifically designed for the T5 architecture, capable of
tokenizing text into subword units using the SentencePiece model(Kudo
and J. Richardson, 2018]).

Key Features

e Subword Tokenization: Breaks words into subword units, ensuring
better handling of rare or unseen words.

e Special Tokens: Includes tokens like [PAD], [EOS], and [SEP] for
managing sequence boundaries and padding.

e Efficiency: Supports truncation and padding to ensure uniform input
sizes for batching.
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Why T5Tokenizer?

e Alignment with flan-t5-base: Ensures compatibility between the
tokenizer’s output and the model’s input layer.

e Data Preparation: Facilitated efficient preprocessing of markdown
paragraphs, preserving context and meaning.

e Error Handling: Gracefully managed out-of-vocabulary words, main-

taining semantic integrity.

cuDNN NVIDIA’s CUDA Deep Neural Network (cuDNN) library was em-
ployed for GPU acceleration.

What is cuDNN?

e cuDNN is a GPU-accelerated library optimized for deep learning oper-
ations, such as convolutions and activations(Chetlur et al., 2014)).

Key Features

e Optimized Kernels: Provides pre-tuned operations that are faster
than standard GPU implementations.

e Dynamic Kernel Selection: Automatically chooses the best kernel
for specific hardware configurations.

e Support for Mixed Precision: Facilitates memory-efficient training
with reduced precision formats like FP16.

Why cuDNN?

e Performance Boost: Reduced training time per epoch by optimizing
GPU usage.

e Scalability: Enabled efficient utilization of hardware resources, allow-
ing for larger batch sizes.

e Ease of Integration: Its seamless compatibility with PyTorch ensured
minimal setup and maximum performance gains.

Fine-tuning Fine-tuning involves training a pre-trained model on spe-
cific task data to adapt it for a particular application. In this project, the
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flan-t5-base model was fine-tuned for question-answering tasks based on
domain-specific paragraphs.

What is Fine-tuning?

e Fine-tuning is the process of adjusting a pre-trained model’s weights
on task-specific datasets while retaining its general knowledge from
pre-training(Howard and Ruder, [2018a)).

e [t typically involves freezing certain layers of the model to prevent over-
fitting and training only a subset of parameters(Devlin et al., |[2019a).

Key Features of Fine-tuning

e Transfer Learning: Fine-tuning builds upon the knowledge captured
during pre-training on massive datasets, enabling rapid adaptation to
new tasks (Pan & Yang, 2010).

e Domain-Specific Adaptation: The model can learn task-specific
patterns from smaller datasets, leveraging pre-trained general linguistic
knowledge.

e Efficient Training: By freezing the pre-trained layers, computational
and memory costs are significantly reduced, focusing resources on task-
specific learning(Loshchilov and Hutter, |2017)).

Why Fine-tuning?

e Domain-Specific Context: The markdown data used in this project
contained unique structures and language patterns not adequately rep-
resented in generic datasets. Fine-tuning allowed the model to special-
ize in understanding and generating text specific to this context.

e Resource Efficiency: Training a model from scratch would have re-
quired extensive data and computational power. Fine-tuning provided
a cost-effective alternative by leveraging pre-trained knowledge(Raffel
et al., 2023)).

e High Accuracy: Fine-tuning enabled the model to generate contextu-
ally relevant and precise responses, aligning with the project’s objective
of robust question answering.
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3.4 Chatbot Development Methodology

The development of our question-answering system followed a systematic
methodology designed to address the complexities of processing telecom-
munications standards documentation. Recent advances in conversational
AT and document processing have informed our approach (A. Brown and
Smith, 2024; X. Zhang, Yang, and Z. Li, [2023). Our methodology incor-
porated two primary architectural paradigms: LangGraph and Retrieval-
Augmented Generation (RAG), building upon current research in efficient
language model deployment (A. Kumar and Singh, 2023; L. Wang et al.,
2024).

3.4.1 Architectural Design Principles

The system’s architectural design was guided by several key principles aimed
at ensuring optimal performance and scalability, following best practices es-
tablished in recent literature (Thompson and J. Wilson, 2024; Kim and Park,
2024)). The first principle emphasized modular component design, allowing
for independent optimization and maintenance of different system elements.
The second principle focused on maintaining conversation state coherence
through well-defined state transitions, incorporating insights from recent ad-
vances in neural architectures (R. Chen and Y. Liu, 2023; Rodriguez and
Martinez, 2023). The third principle prioritized efficient information retrieval
and context integration mechanisms. For the LangGraph architecture, we
adopted a directed acyclic graph (DAG) approach to manage conversation
flow (Garcia and Lopez, 2023; Zhao and W. Li, |2023)). This design choice
was motivated by the need for structured conversation management and clear
state transitions. The state transition function was formally defined as:

5:SxI—S (1)

where S represents the current state, I denotes the input, and S’ represents
the resulting state after the transition. This mathematical formalization pro-
vided the foundation for implementing deterministic conversation flow man-
agement. For the RAG architecture, we developed a probabilistic framework
represented by:

P(ylz) =) P(yle,2)P(z|z) (2)

2€Z

where y represents the generated response, x denotes the input query, and z
represents the retrieved context from the knowledge base Z (L. Wang et al.,
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2024; Patel and S. Kumar, 2024). This framework enables the integration of
retrieved information with query context during response generation.

3.4.2 Document Processing Methodology

Our methodology for document processing incorporated a three-stage pipeline
design, building upon recent research in efficient document processing pipelines
(T. Liu and R. Zhang, 2023; Taylor and Johnson, 2024). The first stage
focused on document cleaning and preprocessing, employing sophisticated
algorithms for removing irrelevant elements while preserving essential struc-
ture. The second stage implemented advanced text segmentation techniques
for optimal chunk generation. The third stage utilized embedding genera-
tion for creating high-dimensional vector representations (Garcia and Lopez,
2023; J. Li, H. Wang, and G. Chen, 2023). The similarity computation
methodology between documents and queries was defined using the cosine
similarity metric: ;
. g

) = g 9
where d represents the document vector and q represents the query vec-
tor. This metric was chosen for its effectiveness in capturing semantic re-
lationships while being computationally efficient (K. Wilson and Anderson,

2023).

3.4.3 Optimization Methodology

The system’s optimization methodology was formulated as a constrained
optimization problem (Zhao and W. Li, 2023):

min £(6) = —E(z,y) ~ Dllog Pi(y|z)] (4)
Subject to operational constraints:
MemorY(e) < Mma:c (5>

Latency(0) < Ly (6)

These constraints were established to ensure practical system utility while
maintaining response quality (A. Kumar and Singh, 2023). The optimization
methodology incorporated techniques for balancing model performance with
resource utilization.
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4 Implementation

4.1 Data Preprocessing
4.1.1 Dataset Description

The dataset utilized in this project is the TSpec-LLM dataset, an open-source
collection derived from the 3rd Generation Partnership Project (3GPP) stan-
dards documentation. This dataset encompasses Markdown (.md) and DOCX
(.docx) formats, offering structured information relevant to telecommunica-
tions standards. The data spans multiple 3GPP release versions (from Rel-8
to Rel-19), ensuring a comprehensive representation of the domain. Its pri-
mary applications include natural language processing (NLP), telecommuni-
cations research, and machine learning tasks such as feature extraction and
document mining(Nikbakht, Benzaghta, and Geraci, [2024]).

The original dataset information:
e File Types: Markdown (.md) and DOCX (.docx)
e Total Size: 4238.73 MB (Markdown files)

e Directory Structure: Organized by 3GPP release versions (e.g., Rel-
8 to Rel-19)

e Content Focus: Includes telecommunications standards, tables, and
textual descriptions relevant to 3GPP specifications

The raw dataset was processed to enhance its usability, reducing size while
preserving key content elements, and making it compatible with machine
learning pipelines.

4.1.2 Data Cleaning

Data cleaning is a pivotal step in ensuring the usability of the TSpec-LLM
dataset. This phase transformed the raw Markdown files into a cleaner,
structured format by applying a well-defined sequence of operations.

Steps Taken

1. Content Selection:
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e Extracted relevant sections, starting from ”Foreword” and ending
before ”Change History,” to focus on meaningful content.

2. Noise Removal:

e Removed headers and footers (e.g., metadata and irrelevant boil-
erplate text).

e Deleted glossary sections to streamline the dataset.

e Eliminated unwanted symbols such as =, >, +, [example].

e Stripped hyperlinks and images to reduce unnecessary elements.
3. Table Extraction:

e Processed embedded tables using BeautifulSoup and pandas,
preserving their structure for further analysis.

4. HTML Tag Cleaning:

e Removed redundant tags while ensuring the dataset retained its
original semantic structure.

5. Standardization:

e Eliminated consecutive blank lines and redundant spaces to create
a consistent Markdown format.

Cleaning Results
e Original Dataset Size: 4238.73 MB.
e Cleaned Dataset Size: 3168.92 MB.

The cleaned dataset retains critical content for telecommunications research
while being significantly smaller and more efficient to process. The structured
format is now optimized for tasks such as embedding generation, similarity-
based retrieval, and natural language processing applications.

4.2 Model Training
4.2.1 Model Choice
Pre-trained Model
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e This project uses a pre-trained T5 model (google/flan-t5-base) as the
foundational architecture. T5 (Text-to-Text Transfer Transformer) is a
state-of-the-art text-to-text transformer capable of performing a wide
variety of NLP tasks by converting every problem into a text-generation
task.

e flan-t5-base follows the encoder-decoder Transformer architecture,
where the encoder processes input text and the decoder generates out-
put text. This design allows the model to handle a wide range of
text-to-text tasks effectively.

e The base version of T5, including flan-t5-base, comprises approxi-
mately 247 million parameters, striking a balance between performance
and computational efficiency.

Custom Fine-tuning Head
e A lightweight, trainable head was added to the model, consisting of:
— A fully connected layer followed by ReLU activation.
— An output layer that maps to the model’s vocabulary size.

e Gradient Checkpointing: Enabled for the pre-trained model, reducing
memory usage during training by recomputing certain activations on-
the-fly(Loshchilov and Hutter, 2017)).

4.2.2 Training Pipeline
Loss Function

e The Cross-Entropy Loss function was employed to compute the
difference between the predicted and true token sequences, ignoring
padding tokens.

Optimization

e The AdamW optimizer was used, with decoupled weight decay to
improve convergence(Loshchilov and Hutter, 2017).

e A linear learning rate scheduler with warm-up adjusted the
learning rate dynamically:
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— Gradually increased during initial iterations to stabilize the opti-
mization process.

— Decreased linearly as training progressed.
Mixed Precision Training
e Enabled via PyTorch’s torch.amp, which:

— Reduces memory usage by leveraging FP16 precision for certain
operations.

— Improves training speed without sacrificing model accuracy(Micikevicius
et al., 2018).

Checkpoints
e Checkpoints were saved periodically, storing:
— Model weights.
— Optimizer state.
— Scheduler state.

e These checkpoints allowed the resumption of training in case of inter-
ruptions.

4.2.3 Training Cutoff Optimization with Checkpoints

One of our main problems was hardware limitations, thus wasting time on
over-training and over-fitting was a luxury we cannot afford. To ensure effi-
cient training and mitigate over-fitting, we implemented a checkpoint-based
early stopping mechanism during fine-tuning:

e Checkpoint Frequency: During each training epoch, the model’s
performance was evaluated at 15 evenly spaced checkpoints. For ex-
ample, T5-Base $ FlanT5-Base required 6000 batches for fine tuning,
thus they had a checkpoint roughly every 400 batch groups.

e Evaluation Criteria: At each checkpoint, the model’s performance
was assessed using validation data based on cosine similarity and BLEU
scores, as detailed in the evaluation section.
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e Early Stopping: Training was terminated if there was no improve-
ment in validation scores over three consecutive checkpoints. This pre-
vented unnecessary computation and focused resources on identifying
the optimal model state.

e Best Model Selection: The checkpoint with the highest validation
performance was saved as the final model for downstream evaluation
and deployment.

This checkpoint-based strategy aligns with best practices in deep learning,
where frequent evaluations during training ensure that the model general-
izes well to unseen data while avoiding overfitting (Prechelt, . Recent
research highlights that such mechanisms significantly reduce training time
without compromising model performance (Jiang et al., . By leverag-
ing this approach, we achieved both computational efficiency and optimal
performance, as evidenced in the subsequent evaluation metrics (see Section
FEvaluation Process).

Fine-Tuning of Flan-T5-Base with RAG Baseline

—e— Similarity Score (QA)
—e— Similarity Score (SQUAD)

—e— BLEU Score (SQUAD)
04} === RAG Baseline (0.86)

Scores

AVATRR I

0.2

||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||||

AR AR A AR AR A B A AR R AR RO
Epoch-Batch Group

Figure 1: Model Performance Across Epochs for QA and SQuAD Datasets,
Including RAG Baseline.
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4.2.4 GPU Optimization
cuDNN Acceleration
e NVIDIA’s cuDNN library was used to accelerate GPU computations:

— Optimized GPU kernels for operations like matrix multiplication
and activations.

— Reduced computation overhead enables larger batch sizes and
faster training(Chetlur et al., 2014]).

4.3 Chatbot Development and Implementation

The implementation phase translated our methodological framework into a
functional system through two major architectural iterations (L. Wang et
al., 2024; A. Brown and Smith, [2024). FEach iteration addressed specific
challenges while building upon lessons learned from previous implementa-
tions.

4.3.1 LangGraph Implementation

The initial implementation utilized the LangGraph architecture, establishing
a foundational conversation management system. This phase focused on cre-
ating four primary components: Query Understanding, State Management,
Context Retrieval, and Response Generation (Rodriguez and Martinez, 2023;
R. Chen and Y. Liu, 2023).
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@ Query Understanding State Manager 4.[Respouse Gene-rauon]
J

Figure 2: LangGraph Architecture Implementation.

The Query Understanding Module was implemented using advanced natural
language processing techniques, incorporating tokenization, entity recogni-
tion, and intent classification (J. Li, H. Wang, and G. Chen, 2023). The
implementation utilized transformer-based models for enhanced query com-
prehension. The State Manager was developed using a finite state machine
implementation, maintaining conversation context through a sophisticated
state tracking system (A. Brown and Smith, 2024)). The Context Retrieval
component was implemented with an efficient document indexing system,
utilizing inverted indices for rapid information access (Patel and S. Kumar,
2024). The Response Generation module employed template-based genera-
tion combined with natural language generation models, ensuring coherent
and contextually appropriate responses.

4.3.2 RAG Implementation

The second phase marked a significant advancement with the implementation
of the RAG architecture, introducing more sophisticated components and
improved performance capabilities (L. Wang et al., |2024; Zhao and W. Li,
2023).
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Figure 3: RAG Architecture Implementation.

The RAG implementation integrated ChromaDB for vector-based document
storage, implementing efficient similarity search mechanisms through approx-
imate nearest neighbor algorithms (Patel and S. Kumar, 2024). The context
integration process was implemented using multi-head attention mechanisms,
allowing the system to focus on relevant portions of retrieved documents
during response generation (Rodriguez and Martinez, 2023). The response
generation component was implemented using a fine-tuned T5-large model,
optimized for generating coherent and contextually appropriate responses (K.
Wilson and Anderson, 2023). The implementation included custom atten-
tion mechanisms and a specialized decoding strategy for improved response
quality.

4.3.3 Document Processing Pipeline Implementation

The document processing pipeline was implemented as a series of intercon-
nected processing modules, each handling specific aspects of document trans-
formation and preparation (T. Liu and R. Zhang, [2023; Taylor and Johnson,
2024).
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Figure 4: Document Processing Pipeline Implementation.

The cleaning module was implemented using custom text processing algo-
rithms, incorporating regular expressions and rule-based systems for remov-
ing irrelevant elements (X. Zhang, Yang, and Z. Li, 2023). The chunking
module employed a sliding window approach with overlap, ensuring optimal
segment generation while maintaining context continuity between chunks (J.
Li, H. Wang, and G. Chen, 2023)). The embedding generation module uti-
lized the Sentence-BERT architecture for creating high-dimensional vector
representations (Garcia and Lopez, [2023). This implementation included
custom pooling strategies and normalization techniques for improved em-
bedding quality.

4.3.4 Performance Optimization Implementation

The optimization framework was implemented through several key compo-
nents (Thompson and J. Wilson, 2024; A. Kumar and Singh, 2023):

Memory Management: Implementation of gradient checkpointing and effi-
cient batch processing to maintain memory usage within defined constraints.
Latency Optimization: Development of caching mechanisms and response
pre-computation strategies for frequently accessed information. Query Pro-
cessing: Implementation of parallel processing pipelines for simultaneous doc-
ument retrieval and response generation.

The implementation included monitoring systems for tracking key perfor-
mance metrics and automatic adjustment of system parameters based on
operational conditions (Zhao and W. Li, 2023)). Custom logging mechanisms
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were implemented to track system performance and identify optimization
opportunities.

4.3.5 Integration and Testing

The final implementation phase focused on system integration and compre-
hensive testing (Taylor and Johnson, 2024; Kim and Park, 2024). This in-
cluded:

Component Integration: Development of APIs and interface layers for seam-
less communication between system components. Performance Testing: Im-
plementation of automated testing frameworks for evaluating system perfor-
mance under various conditions. Error Handling: Development of robust
error handling mechanisms and fallback strategies for maintaining system
reliability.

The implementation was validated through extensive testing procedures, in-
cluding unit tests, integration tests, and end-to-end system validation (K.
Wilson and Anderson, 2023). Performance metrics were continuously moni-
tored and optimized through iterative refinement of system components.

4.4 Evaluation

4.4.1 Metrics

In this section, we evaluate the performance of our models using two pri-
mary metrics: BLEU score and cosine similarity using Sentence Transform-
ers. These metrics allow us to quantify the quality of the generated answers
compared to the reference answers.

BLEU Score The BLEU (Bilingual Evaluation Understudy) score is a
widely used metric in natural language processing for comparing a generated
sentence to a reference sentence. The score ranges from 0 to 1, where 1 in-
dicates a perfect match. We compute the BLEU score with smoothing to
address cases where no matching n-grams are found. Previous studies (Pap-
ineni et al., [2002)) have demonstrated BLEU’s efficacy in evaluating machine
translation systems.

However, BLEU has limitations in tasks requiring semantic understanding.
As NLPlanet (2023) illustrate, BLEU focuses on n-gram overlap, which may
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not capture paraphrased or semantically equivalent sentences. Consider the
following example:

e Reference: "The cat is on the mat.”
e Candidate 1: "The cat is on the mat.” (BLEU = 1.0, perfect match).

e Candidate 2: ”"There is a cat on the mat.” (BLEU = 0.7598, partial
overlap).

e Candidate 3: "The mat is occupied by a cat.” (BLEU = 0.5194, low
overlap despite identical meaning).

This example highlights BLEU’s tendency to penalize accurate paraphrases,
making it less effective for evaluating semantic coherence in generated an-
SWers.

Cosine Similarity Cosine similarity measures the semantic similarity be-
tween two vectors by calculating the cosine of the angle between them. Using
Sentence Transformers, we obtain embeddings for reference and generated an-
swers, then compute the cosine similarity. A higher score indicates a closer
semantic match. This method directly evaluates the coherence and seman-
tic alignment of generated text, addressing the shortcomings of metrics like
BLEU.

According to Reimers and Gurevych (2019), Sentence Transformers generate
embeddings that capture sentence-level meaning, making cosine similarity
particularly suited for tasks requiring semantic evaluation. Unlike BLEU,
cosine similarity is unaffected by syntactic variations, focusing instead on
the contextual and semantic alignment between sentences.

4.4.2 Sentence Transformers

Sentence Transformers (SBERT) represent a significant advancement in cre-
ating meaningful sentence embeddings. Unlike traditional transformers, SBERT
uses a siamese network structure to directly optimize similarity measures be-
tween sentence pairs. This architecture enables SBERT to produce embed-
dings that excel in both computational efficiency and semantic evaluation
(Reimers and Gurevych, [2020).

For our evaluation, we employ the 'paraphrase-MiniLM-L6-v2” model, which
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balances performance with computational efficiency. SBERT’s ability to en-
code nuanced semantic relationships ensures that contextually relevant but
syntactically diverse responses are accurately assessed. This capability is crit-
ical in evaluating answers in generative systems where semantic equivalence
is more important than syntactic conformity.

Why Semantic Cosine Similarity with SBERT and not BLEU?
SBERT’s ability to capture semantic nuances makes it particularly suitable
for our evaluation. BLEU heavily relies on exact word matches and n-gram
overlap, which may not always reflect the semantic similarity of sentences.
For instance:

e Reference: "The cat is on the mat.”
e Candidate: ”A mat is occupied by a cat.”

Even though both sentences are semantically equivalent, BLEU would score
this example poorly due to differences in n-gram overlap (e.g., BLEU =
0.5194). In contrast, SBERT encodes these sentences into semantically aligned
vectors, allowing cosine similarity to evaluate their equivalence with a higher
score (e.g., Cosine Similarity = 0.98). As noted by NLPlanet (2023), seman-
tic metrics like cosine similarity better represent the quality of text in tasks
prioritizing meaning over surface-level structure.

4.4.3 Evaluation Process
The evaluation process follows these steps:

1. Data Preparation: Reference and generated answers are loaded from
JSON files. These files are structured to include the corresponding
question, reference answer, and the generated answer from each model.

2. Embedding Generation: SBERT generates embeddings for each sen-
tence, transforming text into dense vector representations suitable for
semantic comparisons.

3. Similarity Calculation: Cosine similarity is calculated between ref-
erence and generated embeddings to quantify semantic alignment.

4. BLEU Score Calculation: The BLEU score is computed for each
generated answer, providing an n-gram overlap assessment.
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5. Result Aggregation: Average cosine similarity and BLEU scores are
calculated for each model to summarize performance.

Implications of Using Primarily Semantic Analysis The results un-
derscore the importance of embedding-based similarity measures over tradi-
tional metrics like BLEU. Advances in embedding techniques over the past
five years have drastically improved LLM performance, enabling models to
generate semantically coherent text rather than just syntactically correct
outputs. Our findings also reveal the limitations of BLEU when assessing
model outputs in contexts requiring semantic nuance, further supporting the
shift toward embedding-based evaluation.

5 Results and Analysis

The evaluation results of the different models are presented in Tables (1| and
[2l These results compare the performance of T5 Base, FLAN T5 Base, Fine-
Tuned FLAN T5 Base, RAG-T5 Base, and Fine-Tuned FLAN T5 Small
models on QA and SQuAD datasets using two metrics: cosine similarity and
BLEU scores. The findings provide critical insights into the performance and
practicality of these models.

5.1 Model Performance on Telecom-QA Data

Model Average Cosine Similarity | Average BLEU Score
T5 Base 0.1811 0.0229
Flan T5 Base 0.8683 0.0049
Fine-tuned Flan T5 Base 0.8911 0.2692
RAG T5 Base 0.7641 0.2330
Fine-tuned Flan T5 Small 0.8310 Unrecorded

Table 1: Evaluation Results for QA Data

In the QA dataset, the models’ performance highlights the importance of
fine-tuning and task-specific adaptations. The T5 Base model exhibits lim-
ited performance, indicative of its generic pre-trained nature and lack of
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specialization for the task. However, the performance improves dramatically
with fine-tuning and model enhancements.

Key Observations:

e Fine-tuned FLAN T35 Base: This model achieves the highest cosine

similarity score, reflecting its strong ability to generate semantically
relevant answers. The fine-tuning process effectively adapts the model
to task-specific nuances.

Fine-tuned FLAN T5 Small: Despite its smaller size, this model
performs remarkably well. Its high cosine similarity score suggests ex-
cellent semantic understanding, making it a practical choice for resource
constrained applications, including handheld devices without internet
connectivity.

BLEU vs. Cosine Similarity: BLEU scores are provided for refer-
ence but show significant disparity with cosine similarity scores. This
highlights BLEU’s limitations in capturing semantic accuracy, whereas
cosine similarity offers a more reliable measure for recognizing semantic
alignment.

5.2 Model Performance on SQuAD Data

Model Average Cosine Similarity | Average BLEU Score
T5 Base 0.2353 0.0070
Flan T5 Base 0.7033 0.1380
Fine-tuned Flan T5 Base 0.6884 0.6840
RAG T5 Base 0.2388 0.0907
Fine-tuned Flan T5 Small 0.1491 Unrecorded

Table 2: Evaluation Results for SQuAD Data

The results on the SQuAD dataset exhibit trends consistent with the QA
dataset but with reduced performance differences among models. This can be
attributed to the dataset’s emphasis on extractive reasoning, which minimizes
the need for complex generative capabilities.

Key Observations:
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e Fine-tuned FLAN T5 Base: While this model performs well, its
improvement over the base model is less pronounced than in the QA
dataset. This underscores the dataset-specific benefits of fine-tuning.

e Fine-tuned FLAN T35 Small: Despite lower scores on this dataset,
the model’s compact size and respectable semantic similarity make it
suitable for low-resource applications, reinforcing its deployability in
constrained environments.

e Metric Reliability: BLEU scores, while informative, fail to ade-
quately capture semantic richness. Cosine similarity emerges as a su-
perior metric for evaluating semantic understanding.

5.3 Insights and Implications
The evaluation results reveal several critical insights:

1. Impact of Fine-Tuning: Fine-tuning substantially enhances model
performance by aligning pre-trained capabilities with task-specific re-
quirements. This is evident from the significant improvement in cosine
similarity scores of fine-tuned models.

2. Practicality of Fine-tuned T5 Small: The impressive performance
of fine-tuned FLAN T5 Small demonstrates its potential for deployment
on lightweight devices. This makes it an excellent choice for scenarios
requiring efficient, offline NLP capabilities.

3. Cosine Similarity as a Metric: The reliance on cosine similarity for
evaluations ensures a robust measure of semantic alignment, which is
crucial for complex generative tasks. BLEU scores, while referenced,
are insufficient for driving model optimizations.

4. Dataset Characteristics: The smaller performance gaps on the SQuAD
dataset highlight the varying impacts of model enhancements across
different tasks, with generative reasoning tasks benefiting more from
advanced techniques.

Performance Variability Between Metrics: The results reaffirm the
superiority of cosine similarity over BLEU for evaluating semantic under-
standing. While BLEU scores offer a reference for syntactic similarity, cosine
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similarity provides a clearer and more reliable measure of a model’s ability
to generate contextually accurate answers.

Practical Implications: The findings suggest the following:

e Fine-tuned small models are well-suited for low-resource and or band-
width limited environments, combining efficiency and strong semantic
performance.

e Future evaluations should prioritize semantic metrics like cosine simi-
larity to better reflect generative model capabilities.

e RAG models and larger fine-tuned models remain optimal for high-
performance settings, especially where access to external knowledge
bases is critical.

6 Discussion

The evaluation results reveal that the fine-tuned FLAN T5 Base and FLAN
T5 Small models achieve impressive performance across both datasets in
terms of cosine similarity, with the fine-tuned FLAN T5 Base achieving the
highest overall similarity scores. This highlights the efficacy of fine-tuning in
adapting pre-trained models to domain-specific tasks. While BLEU scores
are provided as a reference, the analysis and decisions were based solely
on cosine similarity scores, which offer a more reliable measure of semantic
similarity and task performance. Fine-tuned FLAN T5 Small stands out
due to its excellent balance of performance and resource efficiency, making it
highly deployable for low-resource scenarios such as handheld devices without
internet connectivity.

6.1 Fine-Tuning: Pros, Cons, and Use Cases

Fine-tuning involves adapting a pre-trained language model, such as T5 or
FLAN-T5, to a specific dataset or task by training it on new, domain-specific
data. This process enhances the model’s ability to generate task-specific out-
puts while leveraging its pre-trained knowledge (Howard and Ruder, 2018b;
Devlin et al., 2019b)).

31



Advantages of Fine-Tuning:

1. Domain-Specific Expertise: Fine-tuning imbues models with in-depth
knowledge of a specific domain, allowing them to produce highly spe-
cialized and accurate responses. Howard and Ruder (2018b) empha-
size, "fine-tuning captures task-specific patterns absent in generic pre-
training corpora,” which is crucial for high-stakes tasks requiring pre-
cise language use.

2. Efficient Inference: Post-training, fine-tuned models operate without
external dependencies, making them faster and more efficient in de-
ployment. As noted by Devlin et al. (2019b)), ”fine-tuning eliminates
the need for task-specific components, simplifying inference processes.”

3. Customization: Fine-tuning allows integration of unique constraints,
such as domain-specific terminology or stylistic requirements, to align
the model’s output with project-specific needs. This is particularly
relevant in applications like technical support chatbots or medical doc-
ument summarization (Howard and Ruder, 2018b)).

Disadvantages of Fine-Tuning:

1. Resource-Intensive: Fine-tuning large models demands high-end com-
putational resources, especially for versions like T5-3B or T5-11B. T.
Brown, Mann, Ryder, et al. (2020)) note, "resource requirements limit
accessibility for smaller organizations,” posing a barrier to broader
adoption.

2. Limited Flexibility: Fine-tuned models are optimized for specific datasets
or domains. When new information or contexts emerge, re-training or
additional fine-tuning is required, which can be time-consuming (Guu,
Lee, Tung, et al., 2020)).

3. Cost of Deployment: The computational and financial costs of deploy-
ing fine-tuned models at scale can be significant, particularly for appli-
cations requiring low-latency responses across a large user base.
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6.2 Retrieval-Augmented Generation (RAG): Pros, Cons,
and Use Cases

RAG combines the strengths of pre-trained language models with dynamic
information retrieval systems. By fetching relevant documents from an exter-
nal knowledge base, RAG incorporates real-time context into its responses,
significantly enhancing its adaptability and relevance (Lewis, Perez, Piktus,
et al., |2020; Izacard and Grave, 2021)).

Advantages of RAG:

1. Dynamic Context Integration: RAG retrieves external documents in
real time, enabling the model to handle a broader range of queries
without re-training. Lewis, Perez, Piktus, et al. (2020)) state, ”this
adaptability makes RAG well-suited for knowledge-intensive tasks re-
quiring up-to-date information.”

2. Lower Training Costs: Unlike fine-tuning, RAG minimizes the need
for extensive task-specific training by leveraging pre-trained models
and external knowledge bases. Izacard and Grave (2021) note, "RAG
effectively reduces resource requirements for model adaptation, relying
on retrieval mechanisms to enhance context.”

3. Knowledge Scalability: RAG’s architecture allows it to scale with large
knowledge bases, ensuring the model remains up-to-date as new infor-
mation becomes available. As Guu, Lee, Tung, et al. (2020) emphasize,
"retrieval-augmented methods extend the scope of pre-trained models
without necessitating re-training.”

Disadvantages of RAG:

1. Inference Overhead: Each query in RAG involves a retrieval step fol-
lowed by response generation, which increases latency. Our experi-
ments revealed response times that were slower compared to fine-tuned
models, particularly in high-throughput scenarios, corroborating the
findings of Lewis, Perez, Piktus, et al. (2020).

2. Dependence on External Resources: RAG’s performance hinges on the
quality and relevance of its external knowledge base. Maintaining and
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curating this resource requires additional computational and organiza-
tional effort (Izacard and Grave, 2021)).

3. Complexity: Implementing RAG systems involves integrating retrieval
pipelines with the language model, adding layers of operational com-
plexity. As Guu, Lee, Tung, et al. (2020) point out, ”this complexity
can hinder deployment, particularly for real-time applications requiring
robust infrastructure.”

6.3 Comparative Analysis

Both fine-tuning and RAG offer unique strengths and trade-offs, making
them suitable for different use cases:

e Fine-Tuning: Ideal for static, domain-specific applications where effi-
ciency and low latency are critical. Examples include customer service
automation, legal document summarization, and closed-domain ques-
tion answering (Howard and Ruder, 2018b)).

e RAG: Best suited for dynamic, open-domain tasks requiring real-time
knowledge updates, such as personalized recommendation systems or
open-domain question answering (Lewis, Perez, Piktus, et al., 2020;
Izacard and Grave, 2021)).

Despite their distinct applications, both approaches face challenges. Fine-
tuning demands high computational resources and lacks flexibility, while
RAG introduces latency and system complexity. Future research could ex-
plore hybrid systems that integrate fine-tuned models with retrieval mecha-
nisms to balance efficiency and adaptability.

Task-Specific Observations: Our evaluation revealed that:

e RAG outperformed fine-tuned models in tasks requiring external knowl-
edge, such as QA datasets with complex, context-dependent answers.

e Fine-tuned models demonstrated superior efficiency in tasks where the
required knowledge was entirely captured in the training data.
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7 Conclusion and Future Work

7.1 Conclusion

Both fine-tuning and Retrieval-Augmented Generation (RAG) are viable
strategies for enhancing language models, each excelling in different applica-
tions. Fine-tuning is particularly effective for tasks requiring deep domain
expertise and consistent outputs, as it adapts the model to specific datasets,
resulting in improved performance for specialized tasks. Conversely, RAG
is advantageous in scenarios necessitating real-time access to dynamic or
extensive external information, enabling models to provide up-to-date and
contextually relevant responses.

Recent advancements have explored hybrid methodologies such as Retrieval-
Augmented Fine-Tuning (RAFT), which integrates retrieval mechanisms dur-
ing the fine-tuning process. This approach enhances the model’s ability to
utilize domain-specific knowledge while maintaining robustness against inac-
curate retrievals (Lewis, Perez, Piktus, et al., 2020; Izacard and Grave, [2021)).
RAFT has demonstrated potential in tasks like domain-specific question an-
swering, where accurate information retrieval and specialized knowledge are
equally crucial. For example, RAFT can be particularly effective in fields
like medicine or law, where the information is both voluminous and domain-
specific. By retrieving highly relevant documents during fine-tuning, RAFT
allows the model to refine its understanding and produce outputs aligned
with complex requirements.

However, RAFT is not applicable to our project due to the inherent redun-
dancy it introduces. Our fine-tuned models are already trained on the rela-
tively small sized and very domain-specific data, meaning they have internal-
ized the task-specific knowledge required for generating accurate responses.
Adding a retrieval layer for the same dataset would duplicate the informa-
tion processing pipeline without providing meaningful(or any) improvements
in accuracy or relevance. Additionally, RAFT adds computational overhead
during both training and inference, which is unnecessary when the model’s
fine-tuned knowledge suffices for the intended tasks.

The choice between these approaches should therefore be guided by:

e Application Requirements: Fine-tuning excels in static, domain-
specific environments, while RAG is suited for dynamic, open-domain
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tasks.

e Resource Availability: Fine-tuning requires significant computa-
tional resources during training, whereas RAG relies on retrieval mech-
anisms that demand ongoing computational power during inference.

e Task Constraints: Tasks emphasizing low latency and high efficiency
favor fine-tuning, while RAG is preferable for knowledge-intensive ap-
plications requiring real-time updates.

7.2 Future Work

Future work on this project will explore the integration of Federated Learn-
ing (FL) and Split Learning (SL) to enhance the scalability and privacy-
preserving capabilities of the proposed framework. By leveraging these method-
ologies, the project aims to address key challenges in distributed machine
learning and unlock new opportunities for collaborative intelligence across
diverse data sources.

Federated Learning (FL) and Split Learning (SL) represent cutting-edge
methodologies in the domain of distributed machine learning, focusing on
enhancing privacy and scalability. Federated Learning allows multiple de-
centralized devices or servers to collaboratively train a global model while
keeping the raw data localized on the devices (McMahan et al., 2017)). This
approach not only preserves data privacy but also reduces the risks associ-
ated with data breaches. Split Learning, on the other hand, partitions a
machine learning model between clients and a central server, enabling com-
putational workloads and model training to be shared across different entities
(Vepakomma et al., 2018). By ensuring that raw data remains on local de-
vices, SL offers a robust solution for privacy concerns while efficiently utilizing
computational resources.

Future research could also delve deeper into hybrid methodologies like RAFT,
assessing their efficacy across various domains and tasks. Investigating op-
timal strategies for integrating retrieval mechanisms during the fine-tuning
process may yield models that combine the adaptability of RAG with the pre-
cision of fine-tuning. For example, focusing on task-specific scenarios such as
legal or medical document summarization could reveal valuable insights into
hybrid model performance.
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Additional directions for future work include:

1. Efficient Retrieval Mechanisms: Exploring advanced retrieval techniques,
such as dense passage retrieval or hybrid sparse-dense approaches, to
reduce latency and improve scalability in RAG systems (Izacard and
Grave, 2021)).

2. Low-Resource Fine-Tuning: Investigating parameter-efficient methods
like LoRA or adapter layers to make fine-tuning accessible to organi-
zations with limited computational resources (Hu et al., 2021)).

3. Expanding Knowledge Bases: Developing automated methods for cu-
rating, verifying, and updating knowledge bases for RAG systems to
ensure high-quality, up-to-date information (Guu, Lee, Tung, et al.,
2020)).

4. Cross-Lingual Capabilities: Extending both fine-tuning and RAG tech-
niques to support multilingual or low-resource languages, addressing a
critical gap in global NLP applications (Conneau et al., 2020)).

5. Improved Evaluation Metrics: Incorporating metrics beyond BLEU
and cosine similarity, such as METEOR or ROUGE, to better assess
semantic accuracy and contextual relevance (Reimers and Gurevych,
2019).

6. Addition of retrieval mechanisms from retrieval processes to fine tuning
like RAFT. This is only applicable if and when the context and the data
of the model increases, currently it would be redundant since the whole
dataset can easily be used for fine tuning or full retraining.

Ultimately, while fine-tuning and RAG have distinct applications, their con-
tinued development will contribute significantly to advancing NLP systems,
enabling the creation of robust, flexible, and accurate models tailored to a
wide array of real-world challenges.
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